Spatiotemporal Big Data Analysis of Opioid Epidemic in Illinois

Team Name:
UI Health

Written/Submitted By:
Arash Jalali, MPH, MSHI
jalali@uic.edu

Sean Huang, MD
sshuang@uic.edu

Challenge Category II
Abstract

In 2019, 855 people died in Chicago from opioid overdoses, more than homicides or all traffic crashes that year, and about 1.5 times higher than the rest of Illinois. This is a dramatic increase over the previous 10 years, as the overall opioid-related overdose death rate increased by 10.1%. Likewise, the Chicago Fire Department emergency medical services team responded to an average of 29 responses per day in 2019 (or an 25.4% increase over the same time period). This suggests more awareness about calling for help during an overdose.

While not all overdoses are fatal, identifying these patients is important. Knowing patient location and demographics can help with allocating resources for treatment of substance use. We do have public health information about which segment of the Chicago population is most affected by opioid-related overdose deaths. In 2018, death rates in the city were highest among men, those aged 45-64, and non-Hispanic African-Americans. The latter is in contrast to the United States as a whole where the highest drug overdose death rate is among non-Hispanic white patients. These deaths often involved a combination of opioids with other illicit drugs, cocaine in particular.

Many of those affected by opioid-related overdose death rates experience high economic hardship. This includes education, income levels, and crowded housing. Unemployment is highly correlated as well. On the other hand, work-related injuries also play a large role especially when it comes to prescription opioid pain relievers. According to John Howard and the National Institute for Occupation Safety and Health, the potential for addiction may be preceded by injuries that happen in the workplace, with the consequences affecting both an individual’s working life as well as their home life. Exposure to opioid powders can also create an unsafe hazardous environment for EMTs and healthcare workers.

Part of understanding the pervasiveness of the opiate crisis is in the city’s geography. Availability of heroin in the Chicago area remains high and has increased over the past 10 years due to large supply and low price. Most of these drugs were obtained through illicit means and deaths usually were secondary to illicit drug use (heroin, fentanyl) rather than prescription pain relievers. Likewise, Chicago serves as the primary distribution hub for opioids and other illegal drugs in the surrounding area and states. Many of the drugs moving into the region are shipped by way of trucks, buses, delivery services, and personal vehicles after being smuggled into the country. Chicago is one of the country’s largest trucking centers with easy access to numerous trucking depots and many large interstates. The west side of the city is probably the region’s most significant market, in part due to its accessibility by Interstate 290. The infrastructure allows opiates to disperse into neighboring rural areas.

Description of the Solution

As a result, we would like to explore spatiotemporal distribution of emergency 911 calls and ambulance dispatches related to drug overdoses. Chicago EMS data is obtained and stored in a Data Lake while scripts are executed over Azure Cloud services. From this data, opiates cases are identified and geospatial information is extracted, then analyzed in ArcGIS enterprise. We will then enrich this data with information based on demographic and census data of the surrounding neighborhoods. Machine learning models will be run to better understand features that can predict opioid use. This process can be greatly augmented using synthetic data generated by Synthea. Using data obtained from these calls, we can get a better sense of which communities are affected, allowing us to help allocate resources to those patients who are at the greatest in need.
Methods

Chicago EMS data was obtained from the Illinois Department of Public Health with a database structure using the National Emergency Medical Services Information System (NEMSIS) standard. This information is then transferred using an encrypted campus express route to an Azure Data Lake. Next, we ran Azure Synapse pipelines to transform the NEMSIS and Synthea generated data into an Azure SQL data warehouse. All our interactions occurred within a HIPAA-approved cloud computing environment. All the machine learning services are executed over private links using an Azure private endpoint networking infrastructure.

From this data, opioid cases are identified on the SQL server. Opiate cases are identified as any patient where the EMS ‘Provider’s Primary Impression’ is listed as ‘Opioid related disorders’ or ‘Opioid use, unspecified’ or the ‘Primary Symptom’ is listed as ‘Opioid use, unspecified.’ Likewise, we include patients where either category matched a F11, T40, or Z79.891 ICD-10 code.

After the data in NEMSIS is cleaned, it is fed into ArcGIS Enterprise to help with geospatial data management, data visualization, analytics, and geospatial forecasting of opiates and overdoses in different areas. Utilizing ArcGIS Pro, space time cubes were generated from SQL data warehouse tables for all overdoses and opioid cases. A space time pattern manning toolset was utilized to create predictive models using time series forecasting tools. We deployed curve fit forecast models which forecast future values of our generated space time cubes using curve fitting. In addition, we deployed an exponential smoothing forecast model which predicts values of each location of a space-time cube using the Holt-Winters exponential smoothing method by decomposing the time series at each location cube into seasonal and trend components.

The data will be stored in an Azure Data Lake. Rather than using a data warehouse architecture, a Data Lake allows us to implement data warehousing functionality over open file formats. This grants us the ability to separate computation and storage from one another, allowing for more efficiency.

Figure description: The data analytics architecture that we used is shown here. After storing our data in the Azure Data Lake, we are then ingesting the data into Azure Synapse SQL Server, then using Azure pipelines to clean and filter the data inside the Azure SQL data warehouse. From there, we can move the data into ArcGIS Enterprise for geospatial analysis.
With geospatial information obtained from our data sources, the data will be uploaded into ESRI, a demographic data store that allows for geocoding and automated enrichment. Its data sources include USA 2020 demographic data, USA 2010 Census Demographic Data, USA 2014/2018 American Community Survey (ACS) Demographic Data, USA 2020 Consumer Expenditure data, and USA 2020 Tapestry Segmentation Data. Its geography information is updated to 2020/2021. Using ESRI, we will create a 5 minute walk time around each home address and calculate information.

We will enter these variables into Azure machine learning services to run predictions. Many AutoML experiments will be created in our University of Illinois Azure portal. Using a target of opioid activations by EMS and matching it with all overdose cases, we ran machine learning models using Azure Machine Learning. Multiple experiments can be run. We will use classification machine learning models. We will examine the iteration charts, evaluate their models and note accuracy, prior to deploying our model.

A similar process can be run using synthetic data generated by Synthea. Implementing this data, we find patients with addresses, zip codes, but more important for our project, latitude/longitude or x,y coordinate data. These coordinates can be matched and enriched with ESRI data in a similar manner to how we matched NEMSIS data. Afterwards, we can add social determinants of health data to our synthetic data and run similar models. This establishes a new application of Synthea generated data as it allows us to generate public health related prediction models for clinical outcomes. Here we can establish a likelihood for opioid use when combined with our real-time NEMSIS data to see which patients may need to be targeted for increased opiate mitigation resources.

**Results**

The NEMSIS data was fed into geolocation services in ArcGIS Enterprise to help forecast and visualize opiates and overdoses. We can see similar results with all overdoses. In the following analysis, we see a peak in overdose cases in the summer months. The map shows also higher incidence of overdoses in the west side of the city of Chicago. In the second map on the next page, we see strong forecasting of opioid cases using our deployed forecasting tools. Here we see that the blue line (which indicates actual cases) and the orange line (which indicates forecasting based on geospatial data) match well. We can use this method to consider where to deploy our resources.
Here are examples of curve data plots for overdose and opioid data. In the first picture, we see a forecasted value that is close to 19 overdoses cases in this particular area. In the second picture, we demonstrate using machine learning to predict another 21-22 cases in the next month. Equations can be obtained as well for these best fit lines.
The NEMSIS data was matched with enriched data from ESRI based on location. The variables and columns were cleaned and filtered. Some variables had to be removed as they led to overfitting. Other variables were removed to imbalanced data. As noted here, the data guardrails have all been cleared and passed.

Afterwards, the experiments were run, with many models produced as shown here, along with how the data was transformed.

We can highlight the third algorithm, that of SparseNormalizer, XGBoost Classifier which did produce an accuracy of 0.83388, indicating that our process is a strong predictor for our target of opiate use and drug overdoses in general. This was generated after close to 50 runs with various machine learning models, each one gaining knowledge from the previous iteration. Of note, the algorithm with the highest accuracy was VotingEnsemble, which is a combination of models designed to produce the good accuracy, however it is not as easily explainable.
Considerations with Synthea

As discussed earlier, a similar machine learning method can be applied to Synthea generated synthetic health data. As shown below, Synthea has the ability to create geographic data with x,y coordinates. We used the script shown below to generate synthetic cases for the Chicago, Illinois area.

```
C:\Synthea\synthea\.run_synthea.bat -m "one_opioids" -p 2550000 Illinois Chicago
```

These x, y coordinates that were generated for a synthetic population in the city of Chicago can be mapped and enriched using ArcGIS Enterprise. We can generate 5 minute walk times around each synthetic patient’s home address and enrich using USA 2020 demographic data, USA 2010 Census Demographic Data, USA 2014/2018 American Community Survey (ACS) Demographic Data, USA 2020 Consumer Expenditure data, and USA 2020 Tapestry Segmentation Data. Through this process, we are able to merge Synthea generated synthetic data with important up-to-date demographic datasets. When the data is enriched, we can move them into Azure Machine Learning for similar classification techniques.

While we were able to take advantage of this amazing capability of Synthea generated synthetic data, our machine learning results were not as robust as it was with real 911 data. We suspect that this is due to how the generated data is not reflective enough of the true demographics of the Chicago area. Such can be seen when examining the racial/ethnicity data as well as by viewing the geolocation map.

A novel future improvement to Synthea can be accomplished by integrating RTI U.S. Synthetic Household population data into the Synthea workflow. Our recommendation to public health informaticians is to substitute the Synthea geography data file with the RTI geography file. This will allow for more accurate representation of the patient population in the United States. In addition, we are hopeful that NEMSIS will provide zip code information as part of its 2020 public-release research dataset. Thus, we can use the same method and public health architecture to combine pre-hospital patient records with hospital patient records with the ultimate goal of improving clinical outcomes.
References


